
STAC Report  GemCache/RHEL45/Xeon(2xQuadCore)/IBMHS21/CiscoIB, Rev 1.0 

 

GemCache Data Transactions 

Issue 1.0, 17 December 2007 

 

Technology Stack Under Test 

 

 

 

 

 

   

 

 

 

 

 

 

 

 

 

 

 

 

This document was produced by the Securities Technology Analysis Center, LLC 

(STAC®), an independent provider of solution design, benchmarking, and validation 

services in the securities industry. To be notified of future reports, or for more 

information, please visit www.STACresearch.com. Copyright © 2007 Securities 

Technology Analysis Center, LLC. ñSTACò and all STAC names are trademarks or 

registered trademarks of the Securities Technology Analysis Center, LLC. 

Key Results 

Č Mean latency less than 1 millisecond (987 msec) at 6000 orders per second, with full data 

replication using a two-server GemCache configuration 

o Replication was effective, with no data lost in the ñpull-the-plugò failover test 

 

Č Mean latency of just 519 microseconds at 6000 orders per second with a single GemCache 

server without replication 

 

Č Three active/active two-server clusters can support 18,000 orders per second with 

approximately 1 millisecond (1017 msec) of end-to-end latency using six IBM Server blades.  
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Disclaimer 

The Securities Technology Analysis Center, LLC (STAC
®
) prepared this report at the 

request of GemStone Systems, Inc., IBM Corporation, and Intel Corporation. It is 

provided for your internal use only and may not be redistributed, retransmitted, or 

published in any form without the prior written consent of STAC.  All trademarks in this 

document belong to their respective owners. 

The test results contained in this report are made available for informational purposes 

only.  STAC does not guarantee similar performance results.  All information contained 

herein is provided on an ñAS-ISò BASIS WITHOUT WARRANTY OF ANY KIND.  STAC 

has made commercially reasonable efforts to adhere to Reutersô published test 

procedures and otherwise ensure the accuracy of the contents of this document, but the 

document may contain errors.  STAC explicitly disclaims any liability whatsoever for any 

errors or otherwise. 

The evaluations described in this document were conducted under controlled laboratory 

conditions.  Obtaining repeatable, measurable performance results requires a controlled 

environment with specific hardware, software, network, and configuration in an isolated 

system.  Adjusting any single element may yield different results.  Additionally, test 

results at the component level may not be indicative of system level performance, or vice 

versa.  Each organization has unique requirements and therefore may find this 

information insufficient for its needs. 

Customers interested in a custom analysis for their environment are encouraged to 

contact STAC. 
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Summary 
 
Trading firms are increasingly concerned with the latency of the systems that process their trades.  

Regulatory changes and the growth of automated trading force them to search for more efficient 

technologies. 

GemStone Systems, IBM, and Intel (ñthe partnersò) have come together to provide a distributed in-

memory caching solution called GemCache Data Transactions that they believe helps firms accelerate 

trading while maintaining zero data loss.  The key elements of the solution are GemFire Enterprise 

version 5 software, IBM BladeCenter HS21 servers, and Intel Xeon® Quad Core 5300 series processors. 

The partners asked STAC to benchmark the GemCache product with a straightforward transactions use 

case based on order traffic in a trading system.  This document reports the test methodology, system 

configurations, and results. 

The objective of this project was to answer three questions: 

¶ How fast is persistence with GemCache?  Specifically, what is the maximum throughput of the 
smallest zero-data-loss configuration (2 servers) at approximately 1 millisecond of latency? 

 

¶ Is the zero-data-loss feature really doing anything during these tests?  Did the solution really 
provide zero data loss? 

¶ What sorts of resources are required to meet or exceed 15,000 orders per second while 
maintaining a mean latency of approximately 1 millisecond? 

 

To carry out the tests, STAC created a STAC Order Probe for GemFire by integrating implementation-

independent order simulation logic with the GemFire Java API.  The STAC Probe gave us very accurate 

accounts of latency and throughput in the system. 

In summary, we found; 

¶ Mean latency less than 1 millisecond (987 msec) at 6000 orders per second, with full data 
replication using a two-server GemCache configuration 

¶ Mean latency of just 519 microseconds at 6000 orders per second with a single GemCache 
server without replication 

¶ Three active/active two-server clusters can support 18,000 orders per second with approximately 

1 millisecond (1017 msec) of end-to-end latency using six IBM Server blades.  

¶ No data loss was observed during any test, including a two-server failover test. 
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1. Background 

1.1 Business context 

Organizations involved in the trade flow are increasingly concerned with the latency of the systems that 

process those trades.  Originally a concern only in US equity and options markets, the need for speed 

has now spread to nearly every asset class and geography, and it affects every player in the trade flow.  

Proprietary trading groups and market makers were the first to make speed an offensive and defensive 

weapon.  Today, prime brokers and independent direct market access (DMA) providers must introduce as 

little latency as possible between hedge funds and trading venues or they will lose business.  Likewise, 

the increasing competition among exchanges and alternative trading systems means that these 

organizations must process orders more quickly or risk liquidity going elsewhere. 

At the same time, the growth of automated trading and regulatory initiatives such as Reg NMS, MiFID, 

and penny trading in options are fueling a rapid increase in the volume of transactions and transaction-

related messages, which makes it much harder to keep latency in check.  According to CBOE, industry-

wide options volume in the US increased by 53% in the year to October, while data from NASDAQ 

indicate that US cash equity volume increased by 73% in the year to August.  The growth is not limited to 

the US.  For example, NYSE Euronext reported that the number of European cash equities trades it 

matched were up 63% in the year to October. 

Transaction volumes are only part of the story.  Algorithmic trading is also increasing the ratio of trading 

messages to trades executed.  Algorithms can generate hundreds or even thousands of trades per 

second in response to market events, sometimes resulting in a burst of orders that are canceled before 

they can even be acknowledged.  While optimizations such as bulk cancels, pegged orders, and 

acknowledgement bypass can mitigate the impact to a degree, the messaging burden is still increasing. 

For these reasons, trading firms are searching for more efficient approaches to key workloads such as 

trade order processing.  One of the challenges of these execution workloads is that they cannot tolerate 

loss.  Firms or exchanges that lose orders will go out of business even faster than firms that execute them 

slowly. 

1.2 Product background 

Since most trading systems today are based on distributed architectures coupled by messaging, the need 

for guaranteed delivery usually requires messages to be persisted at each handoff in the transaction 

chain.  Traditional implementations of persistence rely on relational databases.  Relational databases are 

a time-honored way to store information and allow a firm to use industrial-strength replication to prevent 

data loss.  However, some firms find that the database is a bottleneck that reduces their ability to scale 

their transaction volumes, particularly without increasing latency. 

GemStone proposes an alternative persistence model based on distributed in-memory caches rather than 

a central relational database.  The company claims that its GemFire system reduces latency and 

increases throughput compared to traditional approaches while ensuring complete fault tolerance within 

or between data centers.  The point of this study is to examine the system as a whole (GemCache, IBM 

BladeCenter, and Intel Xeon Processors) with respect to latency, resiliency, and scalability. 
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GemCache is a software and hardware solution designed by GemStone, IBM, and Intel to address the 

growing needs of financial IT organizations and their distributed application environments.  It consists of 

GemFire software running on the IBM BladeCenterÈ or System xÊ platforms using the Intel® Xeon® 

Quad Core 5300 series processors. 

GemStone, IBM, and Intel believe that this solution can enable IT environments to support the 

unprecedented performance and scalability requirements of trading firms, thanks to the following features: 

¶ High-speed reads and writes into cache to avoid data latency issues 

¶ Distributed in-memory data caching with flexible topologies to support large-scale deployments  

¶ Scalable, reliable and guaranteed data distribution and event notifications. 

¶ Support for distributed transactions and querying across multiple processes  

¶ Sophisticated in-memory replication and disk persistence for high data availability and protection  

¶ High-density, modular blade architecture designed to support the entire BladeCenter family 

¶ High-speed fabrics (e.g., Cisco InfiniBand) within BladeCenter H to deliver greater performance 

¶ Intel Xeon Quad core 5300 series advantages: Intel Smart Cache Technology with 8 MB on-die 
cache, dual independent high-speed buses (up to 1333 MHz), with advanced, fully buffered 
memory and 64-bit processing for large datasets, Intel Intelligent Power Capability. 

 
GemCache Data Transactions is a configuration of GemCache hardware and software that is designed 

for high performance transaction environments such as electronic trading.  The partners claim that this 

solution delivers: 

¶ Ultra-high performance and transactional throughput, which can increase revenues in critical 
areas such as trading  

¶ Seamless horizontal scale-out for applications leveraging IBMôs distributed hardware with 
GemFire distributed data management 

¶ High data availability with no downtime due to data loss 
 

This study puts these claims to the test.  Specifically, we ask: 

¶ How fast is a trip through the GemCache solution?  Specifically, what is the maximum throughput 

for a resilient cluster at approximately 1 millisecond of latency?  While demanding, our 1-

millisecond threshold is based on the observation that public claims about order-processing 

efficiency (among gateways, smart order routing systems, even exchanges) are increasingly 

denominated in single-digit milliseconds.  Since traversal of a GemCache cluster is just one leg of 

a full transaction, we arbitrarily assumed that keeping a full path to just a few milliseconds would 

require the functionality in this benchmark to be performed in about a millisecond.  (NB, 

customers in many markets are content with latencies in the tens of milliseconds, which means 

that we could have chosen a less severe hurdle, were we not focused on the most challenging 

use cases.) 

¶ Does the solution really provide zero data loss? 



STAC Report  GemCache/RHEL45/Xeon(2xQuadCore)/IBMHS21/CiscoIB, Rev 1.0 

 

© 2007 Securities Technology Analysis Center, LLC Page 7 of 27 
 

¶ What sorts of resources are required to reach 15,000 orders per second while maintaining a 
mean latency of approximately 1 millisecond?  GemStone and STAC chose 15,000 orders per 
second in the belief that it is well beyond the rate that most customers average. 

 

As a basis for the tests, STAC wrote a GemFire adapter for STAC Tools to measure throughput and 

latency under varying rates of order traffic.  Then, with a full chassis of IBM blades in the STAC Lab, we 

set to work.  The rest of this document explains the benchmarks that we ran and how GemCache fared. 

2. Description of Tests 

2.1 Methodology 

2.1.1 Test Setup 

Twelve (12) server blades are installed in the IBM BladeCenter Chassis. The GemCache Server software 

is installed on six (6) blades: 1, 2, 5, 6, 9, and 10. The STAC Order Probe for GemFire (Java version) is 

installed on six (6) blades: 3, 4, 7, 8, 11, and 12. The test system consists of Cache Servers and clients 

as in the Figure 2-1. 
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Figure 2-1: Two server active/active GemCache cluster configuration 

The STAC Order Probe for GemFire consists of STAC-developed order simulation logic integrated with 

the GemFire Java API.  The core STAC Order Probe code consists of order-creation logic, which 

simulates the creation of orders in a trading application or the arrival of orders from an upstream system 

such as a FIX engine or gateway.  As in the real world, order creation is independent of the ability of the 

stack under test (SUT) to process the orders.  In these tests, the STAC Order Probe replicated a single 

305-byte FIX-based order at a steady rate, and handed each new instance to publishing logic that was 

responsible for feeding orders to the GemCache server or cluster via the GemFire API.  Order creation 

was kept independent of publishing via threading, and we confirmed that orders were being created on 

schedule by observing their starting timestamps. 

Order submission through the GemFire API is synchronous.  The library waits for an acknowledgement to 

be returned by the GemCache server before returning control to the application.  In the STAC Order 

Probe, when the API returned control to the publishing logic, it immediately took the next available order 

and repeated the sending process. 

Each GemCache Server consisted of a GemCache instance configured to contain a Sequence Number 

Service, Hold Proxy Region, Orders Region, Write-Behind High Availability (HA) Queues, and a variety of 

plug-ins.  The servers were configured in an active/active architecture, in which each machine was both 

the primary for one partition of trade traffic and the backup for another.   

When an order was received by the GemCache server, the GemFire API (in the server) executed a pre-

processing callback.  In this use case, the logic in that callback translated the order message to an Order 

Record structure.  The Order object was then placed into a GemFire Region.  For tests with replication 

enabled, this meant that the Order was then synchronously copied to the backup serverôs Region.  

Synchronous replication was necessary to eliminate the possibility of data loss.  After replication, the 

order object was passed to the post-processing callback in the server.  In this use case, the logic in that 

callback placed the Order into a highly available write-behind queue, which also replicated synchronously 

with the write-behind queue in the backup server.  To keep the use case simple and eliminate 

dependencies on external systems, the items were held in memory in the write-behind queue for the 

duration of the test.  Once the post-processing callback completed, the server provided an 

acknowledgement to the client API, which returned control to the STAC Order Probe. 
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Understanding the Work Load 

It is important to understand the amount of work being performed in the server upon 

receipt of an order.  In this example, the message was deserialized, replicated between 

servers and put into a queue, which is also synchronously replicated.  GemCache 

performed work in order to guarantee no data loss and to guarantee that the message 

would be available for the next system. The logic implemented in the server was 

indicative of a real system; however it was kept somewhat simpler so as not to 

complicate the description of the system and the results.  

GemCache provides developers the ability to implement custom logic in the pre-

processing and post-processing callbacks. Typically developers implement validation, 

enrichment, transformation, audit, compliance checks and other activities in the pre-

processing callback logic.  Developers can also implement logic in the post-processing 

callback after a message has been replicated.  In post-processing, it might be 

appropriate in a system to implement trade logic.  The logic in the callbacks can be as 

complicated or as simple as the developer requires.  In this case, the callbacks 

performed some work, but definitely less work than a real trading application would 

require. 

Additionally, messages submitted to GemCache are typically passed on to another 

downstream system (e.g. OMS, Exchange Gateway, RDBMS) after post-processing. 

Like a real-world system, a replicated write-behind queue was used. The write-behind 

queue callback is usually used to send the queued message to another system. To 

keep it simple, we retained the messages in memory. 

 

The STAC Order Probe timestamped each order at three points in the process: 

1. Immediately before making the newly created order available for publishing 

2. Immediately before publishing the order through the GemFire API 

3. Immediately upon receiving control back from the GemFire API after publishing. 

From these timestamps, we measured two latencies: 

¶ ñCreate-to-endò latency, the time between creation of the order and the return of control 

from the API (#3 minus #1, above) 

¶ ñSend-to-endò latency, the time between publishing and return of control from the API (#3 

minus #2, above).   

Latencies presented in this paper are create-to-end unless otherwise specified. 



STAC Report  GemCache/RHEL45/Xeon(2xQuadCore)/IBMHS21/CiscoIB, Rev 1.0 

 

© 2007 Securities Technology Analysis Center, LLC Page 10 of 27 
 

The project included tests of several GemCache configurations with and without replication: 

¶ A one-server configuration (no replication) 

¶ A two-server active/active cluster configuration, as in Figure 2-1 

¶ Two such clusters (containing 2 servers each) as in Figure 2-2 

¶ Three such clusters (not shown, probes E & F Added). 

    

Figure 2-2: Four server active/active GemCache cluster configuration 

According to GemStone, adding multiple clusters in this fashion is a common way that customers scale 

their GemFire solutions.  In these types of deployments, data that is required across clusters is shared 

using Bridge servers. 

To detect message loss from client to server or from server to server during replication, logic was 

implemented in the GemCache server to detect any gaps in the sequence numbers of orders and to 

report them through a message to the server console.  For each test, we inspected the server console log 

for sequence gaps in order to verify that there was zero data loss over the course of a test run.  We also 

verified data integrity by killing one of the servers during a two-server test and inspecting the downstream 

file for sequence gaps.  
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2.1.2 Procedures 

Follow the steps below for each of the following transaction rates (orders per second): 100, 250, 500, 

1000, 2000, 3000, 4000, 5000, and 6000: 

¶ Start the GemCache server(s) 

¶ If the SUT is an active/active configuration, verify that the servers are communicating with each 

other by inspecting the log files and console output. 

¶ Start the STAC Probe at a set publishing rate. 

¶ Allow thirty seconds to pass before beginning measurement. This is sufficient time to allow the 

Java Virtual Machines supporting servers and clients to perform Just in Time (JIT) compilation. 

¶ Measure for 10 minutes without varying the publishing rate. 

¶ Stop the STAC Probe. 

¶ Repeat the test run at the same rate. 

For the failover tests, two servers are started and run for a period of time. One of the servers is then killed 

using the UNIX kill command. The connected client app fails-over to the second server.  

2.1.3 Data capture 

The STAC Probe calculates time deltas for each order submitted and records each observation. This 

information is maintained in memory during the test run and persisted to disk at the end of the test.  The 

STAC Analyzer calculates the following statistics based on all of the observations across all publishing 

threads for a given STAC Probe on each given test run: mean, median, minimum, maximum, standard 

deviation, 90
th
 and 95

th
 percentiles, and histograms  

2.1.4 Time synchronization 

All timestamps were recorded on the same server blade. 

2.1.5 Limitations 

A few aspects of the use case have known limitations:  

¶ No standard benchmarks yet for order execution.  At the time of this project, the STAC 

Benchmark Council was still forming the STAC-E working group to establish standard benchmark 

specifications for execution-related workloads (see www.STACresearch.com/council).  In the 

absence of standards, we chose a simple use case for ease of explanation and ease of 

replication.  The main drawbacks to this use case were: 

o Steady State Rate. This test was performed by submitting n orders evenly spaced across 

a one-second time period.  In a real transaction environment, orders would not be 

submitted at a steady state. 

http://www.stacresearch.com/council
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o Message pattern. There was no variation in messages or order types during these tests.  

All orders in these tests were the same in terms of type, size and field contents.  In the 

real world, there is considerable variation. 

We believe that the simple use case used here is conservative because it sustains a very high 

rate.  For future tests, STAC will recommend to the STAC-E working group that the STAC Probe 

base its transaction messaging on recorded (and de-sensitized) traffic from client sites.  This 

dataset will provide a more realistic traffic pattern that can be reused. 

¶ No disk writes.  The GemCache server was not configured to write orders to disk.  Orders were 

stored in a write-behind queue in system memory.  In a production system, orders would typically 

be persisted to a permanent storage. 

¶ Data loss detection by GemStone.  As described above, we relied on sequence-number-gap 

detection logic implemented by GemStone in order to flag data loss.  While this might not be the 

purest way to detect loss, we did test the logic to determine that it functioned correctly.  

2.2 System Specifications 

2.2.1 Servers 

The IBM BladeCenter used in these tests was: 

Vendor Model IBM BladeCenter H Chassis 

Blade Bays 14 (14 blades in chassis, 12 utilized in this test environment) 

Rack Units 9U 

Power Supply 4x 2880W power supplies 

 

Each of the servers in the IBM BladeCenter test harness had the following specifications: 

Vendor Model IBM eServer BladeCenter HS21 

Processors 2 

Processor type Quad-Core Intel® Xeon 5355 

Cache 8MB Integrated L2 Cache split between 4 cores 

Bus speed 1.333 MHz 

Memory 
16 GB (2x8192 MB) DDR DIMMs for server blades 
8 GB (4x2048 MB) DDR DIMMS for client blades 

Disk 146 GB SAS 

HCA Cisco Systems 4X Infiniband Expansion Card (32R1763) 

NIC note Firmware revision MT25208 Tavor Compat, BC2 HSDC, revision A0 

BIOS BCE116BUS-1.05 

2.2.2 Networking 

Switch 
Cisco System 4X Infiniband Switch Module for IBM BladeCenter 
(32R1758) 
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2.2.3 Operating System 

Version 
Red Hat Enterprise Linux 4.4 64-bit 
Kernel 2.6.9-42.ELsmp #1 SMP 

OS services 

The following services were stopped: acpid anacron canna apmd 
arptables_jf atd autofs cpuspeed cron crond cups cups-config-
daemon gpm haldaemon hpoj ip6tables iptables irqbalance isdn 
messagebus netfs nfs nfslock nscd pcmcia portmap postfix rhnsd 
rpcgssd rpcidmapd sendmail xfs xinetd iiim vsftpd snmpd 

 

2.2.4 Application Software 

GemFire Binaries 5.1 Beta 1  07/02/07 

Java Virtual 
Machine 

Sun Microsystems Java Runtime Environment 64-bit 1.5.0_12-b04 

Server JVM 
configuration 
parameters  

LD_PRELOAD=libsdp.so java -XX:+UseConcMarkSweepGC -
XX:+UseParNewGC -XX:CMSInitiatingOccupancyFraction=60 -
XX:NewSize=64m -XX:MaxNewSize=64m -Xms14g -Xmx14g -
server 

Client JVM 
configuration 
parameters 

LD_PRELOAD=libsdp.so java -Djava.net.preferIPv4Stack=true -

XX:+UseConcMarkSweepGC -Xms6g -Xmx6g -server 

 

STAC Probe STAC Order Probe for GemFire API (rev: Java-A-1.0) 
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3. Results 

The following sections summarize the key findings.  Detailed test results are presented in Appendix A. 

3.1 Max throughput under the latency threshold 

As explained above, the first task was to determine the throughput per server that could be achieved 

while maintaining mean latency less than or equal to 1 millisecond.  Table 3-1 shows that two GemCache 

servers in an active/active cluster were able to process 6000 orders per second (6Kops) with a mean 

latency of 987 microseconds. At this rate, CPU utilization on each server was approximately 13%. 

Total rate 
(orders/sec) 

Create-to-End Latency (microseconds) 
Computed across all runs 

Mean Median 90th %ile 95th %ile 

200 285 245 331 389 

500 283 244 295 319 

1,000 318 248 294 318 

2,000 410 256 314 353 

4,000 720 276 432 796 

6,000 987 281 711 5986 
 

Table 3-1: Persistence latency for two-server active/active GemCache configuration 

Mean latency increases from order rate to order rate, though the median stays roughly consistent at a 

quarter millisecond.  This, along with the percentiles, indicates that the system has very low latency most 

of the time but experiences some significant outliers.  

This is borne out by the histograms in Figure 3-1.  At 2 Kops, the vast majority of orders are persisted in 

400 microseconds or less.  Few if any orders have a latency between 400 micros and 1 millisecond.  And 

there is a small percentage with latencies above 1 millisecond.  As the order rate increases, the tail on the 

main distribution widens somewhat, stretching to 600 microseconds, and the outliers above 1 millisecond 

increase as well.  But 90% of orders are processed in roughly 700 microseconds or less. 

We will examine outliers further in Section 3.4 when we look at latency beyond 6Kops. 
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Figure 3-1: Create-to-End Latency histograms for two server active/active configuration 

at three different aggregate transaction rates 

 

 


